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Abstract

Making language models bigger does not inherently make them better at following
a user’s intent. For example, large language models can generate outputs that
are untruthful, toxic, or simply not helpful to the user. In other words, these
models are not aligned with their users. In this paper, we show an avenue for
aligning language models with user intent on a wide range of tasks by fine-tuning
with human feedback. Starting with a set of labeler-writien prompts and prompts
submitted through the OpenAl API, we collect a dataset of labeler demonstrations
of the desired model behavior, which we use to fine-tune GPT-3 using supervise
learning. We then collect a dataset of rankings of model outputs, which we use to
further fine-tune this supervised model using reinforcement learning from human
feedback. We call the resulting models /nstructGPT. In human evaluations on
our prompt distribution, outputs from the 1.3B parameter InstructGPT model are
preferred to outputs from the 175B GPT-3, despite having 100x fewer parameters.
Moreover, InstructGPT models show improvements in truthfulness and reductions
in toxic output generation while having minimal performance regressions on public
NLP datasets. Even though InstructGPT still makes simple mistakes, our results
show that fine-tuning with human feedback is a promising direction for aligning
language models with human intent.

1 Introduction

language models (LMs) can be “prompted” to perform a range of natural language process-
g (NLP) tasks, given some examples of the task as input. However, these models often express
unintended behaviors such as making up facts, generating biased or toxic text, or simply not following
istructions (Bender et al}, 2021} Bommasani et al. T} [Kenton et al, 2021} Weidinger et al}
mkin et al}, 2021} Gehman et al} 020). This is because the language modeling objective
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= Abstract
o In this work we explore recent advances in instruction-tuning language models on
. a range of open instruction-following datasets. Despite recent claims that open
) models can be on par with state-of-the-art proprietary models, these claims are
T often accompanied by limited evaluation, making it difficult to compare models
- across the board and determine the utility of various resources. We provide a large
2] set of instruction-tuned models from 6.7B to 65B parameters in size, trained on
ads 12 instruction datasets ranging from manually curated (e.g., OpenAssistant) to
synthetic and distilled (e.g., Alpaca) and systematically evaluate them on their
— factual knowledge, reasoning, multilinguality, coding, and open-ended instruction
> following abilities through a collection of automatic, model-based, and human-
— based metrics. We further introduce TGLU #', our best performing instruction-tuned
‘[Q model suite finetuned on a combination of high-quality open resources.
g enhance specific skills, while no single dataset (or combination) provides the best
\O

=
)

in building better base -
models and instruction-tuning data is required to close the gap. We release our
A instruction-tuned models, including a fully finetuned 65B TGLU # , along with our

- How Far Can Camels Go? Exploring the State of

1 Introduction

e R S Instruction Tuni n on Open Resources
of ]anguzgc |cchnologles To suppon imperative user requests and a chat interface, these models -

often undergo an nsraction- funtng step whichinvlves raining on Supervised inpuoutput pa |Z on 6 a n + a ut 0) rs .0 as | N to
Instruction tuning corpom are often gathered via crowdsourcing (Dolly [12], Open Assistant ()}

or via distillation from another model (Alpaca [38], Vicuna [8]). However, while some public, 6 O 7 5 ] ] [ C I ] 7 J | 2

i

Our experiments show that different instruction-tuning datasets can uncover or — _A
] ] — —

performance across all evaluations. Tntrestingly, we find that model and human — I — @ —
p ions fail o reflect di in model capabilities exposed — —

~ by rk-based ing the need for the type of :ystem:c

a evaluation performed in this work. Our evaluations show that the best model in

o e any given evaluation reaches on average 83% of ChatGPT performance, and 68%

- of GPT-4 ing that further i i ildi

instruction-tuned models are advertised as comparable to powerful closed-source proprietary models

such as ChatGPT, most experiments that support such claims only cover a small set of tasks, and

mostly rely on model-based evaluation metrics [8l[50]. We contend that the evaluation setup should
*Equal contribution.

“hups://github. con/allenai/open- instruct,

Preprint. Under review.
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Figure 2: Win-rate scores of 13B models (trained

o Instruction datasets targeted at specific domains and/or capabilities are extremely effective at
improving model performance in those aspects. ,]/ \/Z I\ 5 0 :/ 3 \/ ? E.IE:.I ( g: .
e Larger or pretrained-for-longer base models consistently perform better after instruction tuning. C‘:‘.\ D ;ﬂ%ﬁ (: a.'D\ LT :5 ll‘ﬂz ﬁlé % J: (,j‘-‘ 7:-_—_

e Ourmodel TULU # — fine-tuned LLaMa on a combination of existing instruction datasets — achieves
the best average performance across benchmarks, although it is not the overall best when considering
different evaluation settings independently.

e Even a very large (65B) model finetuned on a large mix of instruction datasets fails to outperform
ChatGPT, although it does perform significantly better than similar smaller models.

REETI/LE. N (CRELCH
e Model-based preference evaluation on open-ended instruction following correlates strongly with ét @g Zg t“ %% t“ (j:fd: L \

the average number of unique tokens generated by a model, suggesting that model-based preference
evaluation has biases that may hide differences in model capabilities.

EAONRVNEE, FHEFERNRE SR AT >RRF—HELEEFTILTIE

DEEHNRE SNz ChatGPTIC GEMZ) K(F7RuN




EEHBE oan
. N
CD2DDiEN. FDIEFEDIFE . o
GPTIZalHV &L \E;?E:b\j T. LLMEDE

InstructionEZP D TRD TIFIRVWVNERBZTL S

EEAA
_ ATRInstructionzFE CTE A LLMIFZEL\DTH

EWVWDS LT, @M (ICHEANER |




RES

52D

FHC

VAN N




E /3 EEET —4 (Dolly by Databricks

Dolly-15k dataset
databricks-dolly-15k dataset DO”y— 5k—Ja dataset

databricks-dolly-15k contains 15,000 high-quality

ST human-generated prompt / response pairs specifically

databricks

designed for instruction tuning large language models.
Solutions g glarg guag

Under the licensing terms for databricks-dolly-15k

Learn . . . .
(Creative Commons Attribution-ShareAlike 3.0 Unported
Customers License), anyone can use, modify, or extend this dataset

LI GETS] for any purpose, including commercial applications.

Company To the best of our knowledge, this dataset is the first open
source, human-generated instruction dataset specifically

designed to make large language models exhibit the

Try Databricks magical interactivity of ChatGPT. databricks-dolly- EB Dataset Viewer <> API
15k was authored by more than 5000 Databricks Split

Watch Demos . . .
employees during March and April of 2023. These trainit

Contact Us records are natural, expressive and designed to represe train (15k rows) M

Login a wide range of the behaviors, from brainstorming and
content generation to information extraction and input (string) category (string) %::::ng) output (string) instruction (string)
summarization.
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